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CHAPTER 4 : RESULTS AND EVALUATION 

 

A system has been developed and deployed to automate an enterprise customer 

helpdesk of Internet services. This section describes the used evaluation metrics and 

experimental results produced by the live system deployed in the real world. 

 

A restricted-domain QA system is developed for a certain application, it is clear that 

these systems require a situated evaluation [68]. While TREC comparisons are very 

successful in open domain evaluations, comparisons about system performance are 

only useful if the systems use the same data, or at least they are in the same domain. 

Therefore it is insufficient and unsuitable to use a generic evaluation for restricted 

domains. The evaluation has to be situated in the task, domain and users for which 

the system is developed. Therefore, in this  chapter, the system evaluation is 

presented in the task oriented manner. However, section 2.8 discusses and compares 

the presented approach  with two state-of-the-art restricted-domain QA systems, 

WebCoop [45] and Voicetone [1]. 

 

4.1 Evaluation Metrics 

 

4.1.1 Mean reciprocal rank (MRR) 

 

To evaluate the performance of the ranking algorithm and the effect of text 

preprocessing techniques, the mean reciprocal rank (MRR) [15] is used. The MRR is 
defined as 
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where, ^ is the total number of queries in the test set and ABP_,  is the rank of the first 

correct answer. For example, in response to a given user query, if the system 

(4.1) 
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retrieves a number of documents as relevant and only the third ranked document 
contains the correct answer, the MRR score corresponds to this query would be 1 3® . 

 

4.1.2 F1111-Measure 

 

To evaluate the performance of the outlier detection mechanism, the F1-Measure is 

used. The definition of the F1-Measure is given below. 

 

W	 − ª@B�TA@ =  2 .  [@�B// . �A@����0P
[@�B// + �A@����0P   

 

where, precision and recall are defined below. 

 

Precision (P) is the fraction of retrieved documents that are relevant. 

 

�A@����0P =  ^T�R@A 0` [@/@?BPQ �0�T�@PQ� [@QA�@?@�
^T�R@A 0` [@QA�@?@� �0�T�@PQ�     

 
 
Recall (R) is the fraction of relevant documents that are retrieved. 

 

[@�B// =  ^T�R@A 0` [@/@?BPQ �0�T�@PQ� [@QA�@?@�
^T�R@A 0` [@/@?BPQ �0�T�@PQ�  

 

4.1.3 Accuracy 

 

To evaluate the service detection classifier, accuracy is used and it is the fraction of 

classifications that are correct.  

 

 

 

 

(4.3) 

(4.4) 

(4.2) 
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4.2 Results of Cross Validation 

 

Before SVM is trained with the RBF kernel, it is needed to find the optimal values 

for the parameters � and �. This is called the parameter search or model selection.  In 

the deployed system, a procedure known as v-fold cross-validation is used for model 

selection. In v-fold cross-validation, the training set is divided into v subsets of equal 

size. Sequentially one subset is tested using the classifier trained on the remaining v-

1 subsets [64]. 5 fold cross-validation is used in the system. 
 

To find � and � using cross-validation, a technique called grid search is used. Grid 

search tries various pairs of � and � values and the one with the best cross-validation 

accuracy is selected. 

 

In evaluations, two SVM classifiers are trained for service type detection. One is 

trained soft margin SVM algorithm with domain specific weights for prior 

knowledge incorporation and the other is trained using standard soft margin SVM 

algorithm without domain specific weights. Optimal values for the parameters of two 

models are given below. 

 

Model ¯ ° 

SVM with prior weights 2.0 0.125 

SVM without prior weights 32.0 0.0078125 

 

Table 4-1: Results of Cross-Validation 
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4.3 Service Detection Classifier Performance 

 

  
 SVM with weights SVM without weights 

Training accuracy 98.8006% (659/667) 97.7511% (652/667) 

Testing accuracy without 
user specific information 

   67.33% (101/150)     64% (96/150) 

Testing accuracy with user 
specific information 

   82% (123/150)     77.33% (116/150) 

Table 4-2: Classification Accuracies 

 
Table 4-2 shows classification accuracies for service type detecting classifiers. There 

were 667 training instances and 150 user questions in the test set. It can be clearly 

seen that the accuracies are always higher in the SVM algorithm with domain 

specific weights for prior knowledge incorporation. Furthermore, significant 

improvements were detected in both classifiers when classifier output is validated 

and incorporated with user specific information.  Most users tend to ask questions in 

general terms. Therefore, user specific information is needed to decide the correct 

service type for their query. A few example user questions that needed information 

about users are given below. 

 
Q: What is the internet service availability? Service Type : ADSL 

Q: How to check if my internet is slow ? Service Type : Mobile Broadband 

Q: I want to activate international calls. Service Type : Wired Telephony 

4.4 Outlier Detection 

 

Precision Recall F1-Measure 

0.85 (39/46) 0.90 (39/43) 0.87 

 

Table 4-3: Performance of Outlier Detection 
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In Table 4-3, precision, recall and F-Measure for the outlier detection are provided. 

As can be seen from the table, the simple heuristic used in detecting outliers recorded 

good values in evaluations. However, precision recorded a low value as some normal 

questions were detected as outliers because few issue related features were missed 

from the list. Therefore, the precision can be increased by including features related 

to missed issues to the list. 

 

4.5 GA Optimization 

 

The GA based optimization algorithm was implemented using a Java genetic 

algorithms package called JGAP [13]. The mean reciprocal rank (MRR) was used as 

the fitness function. Details of the GA optimization are given below. 

 

• Genes: The rankingParameters are used as genes. 

� VSM parameter (λ	) 

� Bigram parameter (λ�) 

� Trigram parameter (λ�) 

� Length normalization parameter (α) 

� boosting factor (boostFactor) 

• Parameter value ranges: 

λ	= [0, 3], 

λ�= [0, 2],  

λ�= [0, 2], 

α = [0, 3], 

boostFactor= [0, 4] 
• Population: The population has randomly generated 200 individuals. An 

individual is a candidate solution to the problem at hand. 

• Generations: 300 

• Fitness Function: The fitness for each individual is calculated using MRR on 

the same test data. The test data set contained 500 question-answer pairs. 
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Figure 4-1: Fitness Landscape for the GA Optimization 

 

Fig. 4-1 shows the convergence characteristics of the GA optimization on increasing 

number of generations. As it can be seen, after a finite number of generations, the 

fitness of the highest ranking solution has reached a plateau such that successive 

generations no longer produce better results. This is the termination condition. 

Results of the GA optimization are as follows. 

λ	= 1.90 

λ�= 1.44 

λ�= 1.29 

α = 1.87 

boostFactor= 2.65 
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4.6 Effects of Text Processing 

 

 Technique(s) MRR 

None 57.33% 

LN 70.66% 

Stop 62.67% 

Lemma 64.00% 

LN + Stop 74.66% 

LN + Lemma 84.00% 

Stop + Lemma 69.34% 

LN + Stop + Lemma 89.33% 

 

Table 4-4: Comparison of Text Preprocessing Techniques 

 

In Table 4-4, The MRR values for the different text preprocessing techniques are 

provided. The MRR value for each technique is computed on the same test data set 

used in GA optimization. The row labeled as “None” shows the performance when 

none of the preprocessing techniques are applied. The technique labeled as “LN” 

shows the performance when only length normalization is applied. Likewise, 

techniques labeled as “Stop + Lemma” shows the performance when the stop words 

removal and lemmatization techniques are applied. Similarly, Table 0-4 summarizes 
the performances of all the combinations of text preprocessing techniques. Clearly, 

the length normalization has improved the performance significantly. The 

performance improvement from lemmatization is slightly higher than the 

improvement from stop words removal. It can be seen that the best performance is 

achieved when all techniques are used. 
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4.7 Performance of the Live System 

 

 Number of Questions 

Correctly Answered in 1st Attempt 166 

Correctly Answered in Suggestions 36 

Wrongly Answered 12 

Identified New Questions 152 

Unidentified New Questions 34 

 

Table 4-5: Categorization of System Responses for Randomly Selected 400 User 
Questions 

 

 Success Rate 

Correctly Answered 77.57% 

Correctly Answered ( Suggestions) 94.39% 

New Question Identification 81.72% 

 

Table 4-6: Success Rates of the Live System 

Table 4-5 is the categorization of responses of the live system for randomly collected 

400 queries which were asked by real users. System performance is summarized in 

Table 4-6. The “Correctly Answered” success rate implies the rate of correctly 

answering in the first attempt without needing to display suggestions. The “Correctly 

Answered in Suggestions” success rate is a measure for system performance when a 

query is answered at least in suggestions. In calculation of above ratios, only the 

queries that the system is knowledgeable to answer are considered and neglected the 

new questions. 

 

There is a possibility that the system returns answers to completely new questions. 

These answers will inevitably be incorrect. Understandably in a customer support 

helpdesk, giving a wrong answer is worse than no answer. Therefore, it is important 
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for the system to have a mechanism to determine whether the answer is correct or 

wrong. A threshold is used where the system opts not to answer when the confidence 

level (ranking score) is low. This threshold value was determined empirically. 

 

4.8 Discussion 

 

In this section, the approach presented in the thesis is compared with two other state-

of-the-art systems, Voicetone [1] and Webcoop [45].  Voicetone has developed 

systems for telecommunication and pharmaceutical domains. Webcoop is a restriced-

domain QA system in the tourism domain. 

 

In the presented approach the knowledge representation and language understanding 

is based on identifying the service type and the related issue for a user query. This 

method only requires to identify a high level ontology like service types, and the 

construction of  the issue related feature list is semi-automatic. However, in 

Voicetone, natual language understanding is based on identifying user intent and the 

mentioned domain objects in the question. Domain objects are identified by 

implementing rule-based named entity recognizers. Webcoop uses a complete 

ontology for the domain with first order rules coded in Prolog.  Therefore, the 

presented approach requires less effort when compared with Voicetone and Webcoop 

systems. 

 

In Voicetone paraphrase detection is achieved by labelling a large number of training 

examples. In contrast, Webcoop uses first order logical rules for paraphrase 

detection. Both of the above mechanisms require specific technical knowledge and 

skills which may not be available to domain experts. However, the pattern writing 

process described in this thesis is comparatively simple as it only requires pattern 

writers to incorporate domain specific information in natural language. In addition, 

domain experts have been writing patterns for 12 months for the deployed system. 
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It is also possible to argue that the presented approach has a higher portability 

between domains, because the introduced ranking algorithm can be find tuned for 

other domain using the GA optimization mechanism. In contrast, Webcoop need to 

build the inference engine according to the new first order logic rules of the new 

domain. 

 

 

 

 

 

 

 

 

   


