
Chapter 3 

BACKGROUND STUDY 
LANKA INSURANCE 

IN SRI 

Sri Lanka Insurance (SLI) is a composi:e insurance service provider in Sri Lanka\\ ith 

a history of 4 7 years. It has branch offices distributed island wide with centralized 

computer operations for its core insurance requirements. Branch offices arc connected 

to the central computer system via leased data circuits. The central computer system 

consists of several servers running \\ ith different operating systems starting from an 

IBM Mainframe system running VSE - ESA deployed approximately 15 years back. 

an AS/400 system with OS/400. a few more servers with various 1lavors of Linux. 

IBM UNIX servers with AIX and a few Windows 2003 servers. There are man; 

applications used by the staff. customers. agents and other institutes like leasing 

companies and banks. 

Most of the users are authenticated central!) for normal logging-in. Internet. e-mail. 

file transfer and tile backup facilities are used apart from the core Insurance applica

tions by end-users. A I most all the end systems are Windows and are equipped with an 

e-mail client. anti-virus client and a terminal emulator to access mainframe applica

tions and some free-ware I ike Adobe Reader. Most of the applications are accessed via 

a standard web browser like Internet Explorer. The Central PABX has extended to 

branch offices so that most of the internal voice is transferred using data I inks. 

The central computer system is linked to the Internet via a security setup so that clients 

can get their basic Insurance needs fulfilled by remote access. Most of the other 
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tinancal institutes like leasing companies. hanks. motor vehicle dealers and brokcring 

companies too are given the f~1cility to access the core Insurance System via Internet. 

3.1 Existing 1Pv4 Network 

SLI"s present net\\Ork uses a private address space for local access and the servers 

which need to be accessed from outside are given public IP addresses using a NAT 

device. Most of the Wide Area Network (WAN) links are statically configured and 

some use routing protocols. The WAN links are provided by three service providers 

and even within the same service provider different technologies have been used. For 

the Local Area Networks (LAN) a static IP address assignment scheme is used and 

both wired and wire-less LANs are available. The Network Operations Center (NOC) 

at the head office monitors the network using SNMPC based tools. 

Internet connectivity is given to the staff using several proxy servers. caching seners 

and DNS servers. The sen'Crs exposed to the Internet are in a different zone and arc 

exposed to in-coming traffic via a fire \\all. Email and File Transfer services are given 

to the staff with facilities to backup their day-to-day work in a central archive. Figure 

3.1 shows the over vie\\ of the WAN. 

Branch 
Off1ces 

~ ~-- :a:: 

Figure 3.1: Overview of SLI WAN 

In the head office there are man: systems and figure 3.2 shows on!) the main compo

nents and their inter connections. 
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Figure 3.2: Head Office Net\Vork 
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In a branch office the net\Vork is quite simple and shown in figure 3.3. The number of 

equipment is varying depending on the volume of branch transactions. 

PCs w1th attached pnnters 

Figure 3.3: Branch Office Network 

3.2 Inventory of Operating Systems and 
Applications 

Table 3. I shows the inventory of main systems and their respective operating environ

ments. Being an old and large organization SLI has a diverse set of applications 

running on various platforms as shown in the table 3.1. IPv6 migration mainly involves 

the operating system of the computers. Table 3.1 classifies the computers and the 

applications based on the operating system ofthe machine. 
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Table 3.1: Application Inventory 

Operating System Applications I Description 

Windows XP Client nodes. No special client software except Internet 

Explorer which comes with Windows OS. Computers 

which access the Mainframe applications are equipped 

with a terminal emulator. 

WindO\vs Vista Client Nodes. Usage is same as Windows XP machines. 
-

Windows 2000 Client Nodes. Usage is same as Windows XP machines. 

Windov,s 95 and 98 Client Nodes. Usage is same as Windows XP machines. 

Windows 2003 Application Servers with liS web server. liS FTP server. 

File Server. DNS Server. Active Directory Service. SMS 

Server. Proxy Servers. Firev•all Servers. Virus Servers. E-

mail Server 

AlX 5.2 Oracle Database. E-mail Server 

Fedora Core 3 E-mai 1 Server 

OS/400 Authentication Server. Application Server. Database 

Server 

- Insurance applications developed \\ ith RPG 400 and 

IBM DB2 database. User authentication for all the other 

Insurance applications is done with this server. 

ESAIVSE Application Server. Database Server (Mainframe) 

Cisco lOS Core routers. Bridge (in between Token Ring and Ether-

net) and remote end routers 

3.3 Migration and Deployment Methodology 

The project was done in two phases. Initially IPV6 was deployed in several simple test 

environments to verii) the basic connectivity and see the performance impact for 

various packet sizes v, ith link local addresses. This test netvvork was used to get the 

basic idea of the !Pv6 behavior and to analyze packets as v.ell. All the test scenarios 

used are described under this chapter. The test scenarios were very much helpful in 

24 

I 

' 

' 



deciding the most of the basics such as addressing scheme, tunnel configurations. 

automatic address assignments and the modifications required. 

Next dual stack suppot1 v..as verified with available operating systems of servers, end 

systems and routers. Addressing scheme v..as decided and obtained the required 

addresses from Asia Pacific Netvvork Information Center (APNIC). After that the 

tunneling scheme vvas selected and accordingly addressing plan was designed. 

Next Dual Layer Operation. Tunneling. Stateless Address Auto co}1tiguration. Remote 

Login, Web Access. File Transfer. Packet Filtering and File sharing were tested and 

implemented in the live environment. While doing so at each step the issues arising 

and the solutions to minimize those are discussed and the performance measurements 

were noted. Some servers like main database and application servers were not migrated 

but the operations were verified using the test and development environments. Certain 

operations were not successful and those were documented with the possible reasons. 

All the test scenarios described in the following sections were done with the available 

resources in SL I. Together with the discussion of the findings of the test results. the 

underlying theory too\\ ill be discussed. 

3.4 Test Scenario 1 - 1Pv6 in a LAN 

Figure 3.4 shows the test network at the initial level. Both PCs are with Windov\ s XP 

with Service Pack 2 and the switch is an unmanaged standard Ethernet svv itch. Though 

this seems a very simple environment the results of this test made a big change in 

certain project decisions during the latter part of the project. 
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Figure 3.4: Test Scenario I-1Pv6 in a LAN 
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Enabling of 1Pv6 is straight forward in Windows XP. The easiest way is to issue the 

command .. ipv6 install .. at the command prompt. After enabling 1Pv6 the network 

configuration shows the '·Ethernet Adaptor Local Area Connection .. IP addresses for 

both 1Pv4 and 1Pv6. Here the 1Pv6 address is Link Local address in EUI-64 format and 

is derived from the MAC address of the PC. As shown in the figure 3.5. apart from the 

Link Local 1Pv6 address. Windows XP automatically configures the ··Automatic 

Tunneling Interface .. as well. Truly this is the Link Local !SAT AP address which was 

described in section 2.6.3. 

Figure 3.5: Windows network configuration after enabling !Pv6 

Though this works with many PCs with Windows XP SP2. there are some instances 

where the 1Pv6 addresses for the .. Local Area Connection .. is not automatically set as 

shown in figure 3.6. The unexplained behavior was not found in documents and solved 

only after the re-installation of the operating system. 
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Figure 3.6: Example for Windows XP erroneous configuration 

The most interesting part of this simple test is that the behavior of the unmanaged 

Ethernet switch. Ethernet switch is operating in layer 2 in the TCP/1 P stack and it does 

not make any difference whether the packet is 1Pv6 or 1Pv4. Based on the MAC 

address the switch simply populates its MAC table where the MAC addresses arc 

populated against the ports of the switch to make sure fast switching and to increase 

the throughput. Accordingly if v.e send an echo request using the 1Pv6 address as

signed to the ··Local Area Connection" as the source to the same interface's 1Pv6 

address at the destination PC. it should get the echo reply without any issue. But the 

switch did not behave in that way and it rejected the packet. 

But when an echo request was made with the source address as the "Automatic Tunne

ling Pseudo Interface" it worked perfectly and the echo reply was received. The 

author"s immediate conclusion (which was later proved incorrect). was that the layer 2 

switches do not switch 1Pv6 packets. but vvith tunneling. since the 1Pv6 packet is 

encapsulated in 1Pv4 header. those packets are sv\itched. Accordingly to send 1Pv6 

packets even within a layer 2 network. a tunneling protocol is required!! 

But when the same test was done vvith a ditlerent switch it vvas observed that Ethernet 

Interface could be reached using 1Pv6 echo requests without any issue and there v.as 

no tunneling protocol needed as in the first case. The same test vvas repeated '' ith a tew 

more S\\ itches of diftercnt brands yielding the same result. When the packets \\ere 
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monitored with '"Iris" (Iris is the packet snitTing tool used) it was clear that the only 

difference \vas the Ether Type field of the MAC header which is 0080 for 1Pv4 and 

86DD for I Pv6 packets. MAC header contains only the source and destination MAC 

addresses and Ether Type tield for Ethernet II frames and Length field for I EE 802.3 

frames. Further in Ethernet II frames there can be many ditTerent values for Ether Type 

field and it is very unlikely that a layer 2 Ethernet switch will take a switching decision 

based on this field of an Ethernet frame. So this issue remains pending. 

Anyway to eliminate all the possible issues in the layer 2. the easies-t way will be to use 

a tunneling protocol even in the LAN. But as described in section 3.4. it is advisable to 

use pure I Pv6 as long as the nodes support dual stack for better performance. 

Calculation of Link Local Address 

The link local address assigned to the .. Local Area Connection" is calculated automati

cally from the MAC address of the interface. First the MAC address will be converted 

to EUI-64 format by introducing FFFE in the middle. Then the i" bit from the left 

(Universal I Local) will be flipped and the link local prefix will be added. 

MAC Address: CO:OC:fl:9S:C8:8D 

Insert FFFE in middle: OOCC: FlFF: FE95: 0880 

Flip the U/L bit: 020C:FlFF:FE95:088D 

Append the prefix: FE80:: 020C:FlFF:FE95:088D 

Automatic tunneling address is calculated as described in section 2.6.3. 

Results of Test Scenario 1 

With Test Scenario l. round trip time was taken as the performance indicator. Table 

3.2 shovvs the test data taken when '"ping" command was used vvith the 1Pv4 address 

and the tunnel address of 1Pv6 for ditTerent sizes of packets. 
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Table 3.2: Round trip time measurements 

Pkt Siu (R~tcs) .\\ ~· Round Tri >Time (ms) ~o of fragmcntl'<l Pkb I 

1Pv4 11',6 IP'4 

32 I I -
1000 I I 

10000 2 3 6 

20000 3 5 1..\ 

30000 5 7 20 

..\0000 7 9 27 

50000 9 12 3..\ 

60000 10 1..\ ..)() 

These figures are shown in graphical format in figure 3.7. 
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Figure 3.7: Packet delay: 1Pv4 vs. 1Pv6 encapsulated 

Since the !Pv6 packets are encapsulated in !Pv4 header the end stations do not find any 

difference between an !Pv6 encapsulated packet and an !Pv4 packet. But once the 

packet comes to the tunnel end point it needs extra time for decapsulating and the 

number of fragmented packets are slightly more in 1Pv6 than in 1Pv4. These are the 

possible reasons tor the increased delay in 1Pv6 tunneled packets compared to 1Pv4. 

3.5 Test Scenario 2- Link Local Address Use 

Test scenario 2 replaces the Ethernet switch \\ ith a router with two Ethernet interfaces. 

The router is Cisco 1841 with the lOS 12.4(6) T11 which is 1Pv6 compatible. Both 
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router interfaces are configured with link local l Pv6 addresses and the network is 

shown in figure 3 .8. 
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Figure 3.8: Test Scenario 2- Link Local Address Use 
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Cisco lOS 12.4 (6) Tll does not verify the validity ofthe link local address although it 

is one of the very latest operating systems as of year 2008. This could have been 

possible at least for the interface ID component as Windows XP does. So the link local 

address has to be calculated manually or using an IPv6 calculator. based on the MAC 

address of the interface. Cisco lOS should contai1: the --Advanced IP Services .. feature 

set for it to be compatible with the basic features of I Pv6. 

With the setup shown in the figure 3.8 it is not possible to send a packet from PC 1 to 

PC2 since the router does not route \\ ith link local addresses. Link local addresses are 

only valid in the local LAN and they are not routable [12] and they can be considered 

as layer 2 addresses in the TCP/l P stack l12]. Even for a simple network with one or 

two remote sites connected via Internet or private leased circuits. it is not possible to 

use link local addresses due to this reason. It is obvious that packets with the link local 

destination must stay on the link where they have been originated because there has 

been no verification of uniqueness outside the context of the original link. 

Since site local addresses have already been deprecated l13] \Vhile keeping the link 

local addresses. no tests were done with site local addressing assignments. The author 

believes that the reason behind the link local addresses is to have basic native IPv6 

connectivity right out of the box \vithout any user configuration and not because of any 

practical use. So it can be concluded that for a network with remote branch offices and 

a head office with VLAN setup where inter-VLAN routing is required. link local 

addresses are either of no use at all or the usage is only for testing purposes. 

30 



3.6 Selection of Addressing Scheme 

Vv'ith the I Pv4 networks. the most practiced procedure is to use private addresses as 

defined in RFC \918 for all local purposes and to have a few global 1 P addresses to he 

used only to exchange traffic \Vith Internet. Global addresses will be translated to 

private addresses and vice versa with a NAT box. In most of the organizations this 

translation is done at the perimeter router or at the perimeter tirevvall. It is true that 

NAT is a technology that has revolutionized Internet communications by allowing 

multiple computers on a LAN share a single public IP address. 

NAT also provides some measure of "hiding .. of internal computers since Internet can 

only see the NAT device and it is considered as a security measure. But NAT \Vas 

never intended to be a security device. It just happ.;ned. But there are so many dra\\

backs with NAT. However. since it is not the intention of this thesis to describe the 

disadvantages of NAT. it is accepted that the purpose of NAT was not to .. hide .. 

computers from Internet but to use it as a temporary solution to overcome the inade-

quacy of 1Pv4 address space. 

Since site local addresses deprecated [ 13] and link local addresses are to be used only 

within a local link. the remaining option is to have a globally routable address scheme 

for any organization which migrates to !Pv6. The APNIC too strongly advices to use 

globally routable addresses for any organization and to have internal filtering mechan

isms to avoid unwanted computers to be open to Internet [ \4]. Strictly speaking still · 

we can use link local addresses for local links and use network address translation 

mechanisms as described in section 2.7. But in doing so we will lose the very basic 

purpose of introducing 1Pv6 and again we will end up with end-to-end connectivity 

issues. So it is decided to use a globally routable address space for Sri Lanka Insurance 

and recommended same for any other organization. 

Address Space for SLI 

The globally routable 1Pv6 prefix assigned to SLI by APNIC is 2402:DOOO:OOA2::/48. 

The recommended procedure for large scale organizations is to have an 1Pv6 prefix of 

/48 and to use 16 bits for sub networks and the remaining 64 bits for interface IDs [ 141 
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[ 15 j [16]. This means a total of 65536 subnets can be created each containing up to 

approximately 20 trillion nodes. Accordingly the above address is divided vvhere the 

subnets are starting from 2402:DOOO:OOA2::0000/64. Figure 3.9 shows the global 

unicast address format. 

0 32 
I 

Global Rout1ng Prefix 
(·H3 MS) I 

Subnet I C. 1 

( 16 bi!S) 

64 96 
I 

lntertace ldenl!tler 
(6·1 !)!!3) 

Figure 3.9: Global unicast address format 

128 

The 16 bits of subnet ID allows each site a considerable level of flexibility in creating 

subnets that reflect the site's netvvork structure. For example. a smaller organization 

can just set all the 16 bits in the subnet ID to zero and have a tlat internal structure. A 

large organization can use Variable Length Subnet Masking (VLSM) to create a 

multiple-level hierarchy of subnets. 

3.7 Test Scenario 3- Global Address Use 

The test environment used is similar to test scenario 2 and only the configuration is 

different as shown in figure 3.1 0. Here all the addresses are defined with the global 

prefix and there is no I Pv-J. involvement. 

·~ ':' .... . ...... ... ... 
!..t'"" ... 

}-'(; I 

.;:.c~2 ,KiOO 

Figure 3.10: Test Scenario 3- Global Address Use 

The setting up of the test network was straightforward. The only issue was enabling 

I Pv6 in Cisco routers. Though it is said clearly that Cisco lOS version 12.2 and above 

are compatible with 1Pv6 [I 7] it is not always true. There are certain releases of I 2.2 

which are compatible with 1Pv6 but these lOSs are very heavy and demand more static 

and dynamic memory. Although most of the routers at SLI are of lOS version I 2.3. 

none of the edge routers are compatible nor do they meet the requirements for lOSs 

demand. Except for one. it is the same with the core routers as well. So the router used 
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in the test environment \~as specially acquired for this project. One has to be very 

, archil in selecting the lOS for the Cisco routers since they support only certain 

·catures. For example. a Cisco !OS with ··Advanced IP Services .. feature set supports 

! p, 6 unicast routing and automatic address generation and assigning. But this feature 

~et is not sufficient to enable NAT-PT features. The Cisco lOS operating systems are 

not provided free of charge and it is required to get the assistance from a Cisco partner 

tu do\\ nload them. 

In the router if the lOS is compatible all what is to be done is enabling it for 1Pv6 

unicast routing. add the 1Pv6 addresses to the interfaces and enable routing between the 

t\\O interfaces. The router interface configuration is shown in tigure 3.11. 

interface tastEthernet0 
no ip address 
duplex auto 
speed auto 
ipv6 address 2402:D000:R2:2: :1/64 

' interface FastEthernetl 
no ip address 
duplex auto 
speed auto 
ipv6 address 2402:D000:R2:1: :1/64 

Figure 3.11: Router interface configuration 

These global addresses are routable via the router enabling PC 1 to communicate with 

PC2 with suitable route added to the router. 

The Windows XP PCs vvere configured manually by using command line as shown 

below. 

2t interface 6 add address "local area connec~icn" <IPvE 

ss > 

Results of Test Scenario 3 

Round Trip Time (RTT) values were taken as the performance indicator and they \\ere 

measured for various packet sizes as done in 3 .4.1 and the figures are shown in table 

, , 
_) . .) . 
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Table 3.3 Round trip time measurements with 1Pv6 only network 

Pkt Size ,\,g. Round Trip "'o. of Fragmented 
I BYles Time (ms) Packets ,, 

·'- I 

1000 I . 

10000 2 7 

20000 -1 I-I 

30000 6 20 

-10000 R 27 
)()()()() 10 J..f 

60000 12 -10 

The figure 3.12 shows the comparison of these values with the RTT of the 1Pv4 only 

setup as shown in the table 3.2. It is clear that vvhen it is pure 1Pv4 or 1Pv6 there is not 

much difference in RTT. 
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Figure 3.12: Packet delay: 1Pv4 vs. 1Pv6 
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It is always recommended to avoid tunneling wherever possible. and to use pure I Pv6. 

The next test scenario addresses the state-less automatic address assignment in the 1Pv6 

environment. 

3.8 Test Scenario 4 -Address Prefix Advertising 

The set up is identical to test scenario 3 as shown in figure 3.9. The difference is that 

the PCs and the router are configured with 1Pv4 addresses and it is tested for 1Pv4 

operation. For easy reference the test setup is shown again in tigure 3.13. Here the 

router is configured to advertise the global prefix. 
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Figure 3, 13: Test Scenario 4- Address Prefix Advertising 

DHCP has allowed systems to obtain an 1Pv4 address as well as other information such 

as default router address. A similar protocol called DHCPv6 has been published for 

1Pv6. 1Pv6 also has stateless auto configuration protocol which has no equivalent in 

1Pv4. DHCP and DHCPv6 are known as stateful protocols since they maintain tables 

\v ithin dedicated servers. However. the stateless auto configuration protocol does not 

need any server because there is no state to be maintained. To enable global unicast 

address auto configuration in a Cisco router. it is required only to add the 1Pv6 address 

to the interface. as shown in figure 3.14. 

interface FastEthernetB/B 

' 

ip address 1?2.16.1.1 255.255.0.0 
duplex auto 
speed auto 
ipv6 address 2402:D000:A2:1::/64 eui-64 

interface FastEthernet0/1 

' 

ip address 10.1.1.1 255.255.255.0 
duplex auto 
speed auto 
ipv6 address 2402:D000:A2:2::/64 eui-64 

Figure 3.14: Cisco router configuration which enables stateless auto configuration 

Any 1Pv6 enabled PC which can be reached by this router gets the 1Pv6 prefix and the 

PC will configure the 1Pv6 address with the use of EUI-64 interface 10. Before and 

after the above configuration of the router. the IP configuration details of one of the 

PCs arc shown in figures 3.15 and 3.16 respectively. 
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Figure 3.15: IP configuration details of the PC without auto configuration 

Figure 3.16: I P configuration details of the PC with auto configuration 

As long as the network supports 1Pv6 (There cannot be any device which does not 

support 1Pv6. If it is otherwise. tunneling has to be used as explained in section 2.5) 

this is very attractive due to the simplicity and the robustness built-in which makes sure 

that address duplication \viii never occur. However this sort of addressing scheme may 

generate a privacy problem. Here the 1Pv6 address is based on the MAC address which 

is unique to the interface it is attached to. So the interface ID of the 1Pv6 address does 
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not change with the physical location of the device. Hence it is possible to trace the 

movements of a portable device. However. there are quite a few methodologies being 

discussed with the aim of preventing this issue and those details are beyond the scope 

of this thesis. 

Most importantly it is required to make sure that there is only one prefix advertising 

device per network (or a subnet). Otherwise the end nodes will get more than one route 

advertisements and they will have multiple 1Pv6 addresses assigned to the same 

physical interface. There is no harm here if the whole network is very well designed 

and optimized since the source and destination addresses are decided by the end node 

based on the local prefix policy which is unlikely especially in a period of migration. 

So it is advisable to have only one router per network which does the prefix advertise

ments. Prefix advertisements do not cross the routers. 

3.9 Selection of Tunneling Protocol 

Selection criteria for a suitable tunneling protocol may differ from one organization to 

another. The main criteria considered here are the compatibility and the easy deploy

ment with many systems within SLI. 

Tunneling is used to carry 1Pv6 traffic by encapsulating them in 1Pv4 packets and to 

send them over the 1Pv4 infrastructure. As described in section 2.6.2 there are three 

commonly used automatic tunneling mechanisms. Out ofthem ISATAP is designed to 

provide 1Pv6 connectivity for dual-stack nodes over an 1Pv4 based network within a 

site. It treats the 1Pv4 network as one large link layer net\vork and allows those dual 

stack nodes to automatically tunnel between themselves. Further I SAT A P routers can 

be configured to advertise the 1Pv6 prefix so that nodes can be configured by them

selves. !SA TAP addresses embed an 1Pv4 address in the EUI-6c.l format interface 

identi tier. 

\!lost importantly ISA TAP tunneling can be used regardless of whether you have 

global or private 1Pv4 addresses. If the 1Pv6 prefix is global then automatically all the 

1Pv4 nodes can be assigned globally unique IP addresses. Though the 1Pv6 addresses 

r 



cannot be easily remembered and it uses the hex format; with ISA TAP it is alkmed to 

use dotted decimal format for the embedded 1Pv4 address as shown the table 2.1. To 

generate the I SA TAP address all that is needed is the I Pv4 address and the prefix. 

Since the ISA T ;\P address has a standard 64 bit prefix that can he link local or can 

belong to global unicast range. the format of the address can be summarized as .. 64 bit 

prefix : 5EFE : 1Pv4 address .. which is easy to work with. Microsoft is the driving 

force behind IS;\TAP [4J and it is implemented in Windows XP with service pack I 

and Windows 2003 server. Further by default Windows supports•ISATAP and it vvill 

be configured automatically with the enabling of 1Pv6. Cisco too is fully compliant 

\\ith ISATAP starting from lOS 12.2 [17]. AIX 5.2 and all the later releases are 

compatible with ISA TAP [ 18]. In Sri Lanka Insurance whatever new features are 

introduced to the network it is important that they should be able to be accommodated 

by Windows and Cisco systems since over 95% of the nodes comprise of either Cisco 

or Windows. 

I Pv6 support varies considerably among various Linux distributions. Currently Red Hat 

and Fedora core-8 support ISA TAP. In Sri Lanka Insurance. over 98% of the servers. 

PCs and network devices fall into one of these compatible categories. ISA TAP is 

compatible with IPSec and it supports load balancing by allowing to have more than 

one I SAT A P router advertising same prefix in a network. Considering all these posi

tive attributes. it is recommended to use ISA TAP as the automatic tunneling. 

mechanism for SLI. 

There are a few drawbacks in ISA TAP. ISA TAP does not support NAT. which means 

ISATAP tunnels cannot be extended to a device behind a NAT box. But for these 

special cases a different tunneling mechanism like Teredo can be used. 

3.10 Test Scenario 5 - Tunneling in a LAN 

In this test setup. automatic tunneling \\ith lSATAP and automatic ISA TAP address 

allocation with a given prefix is verified with Windows 2003. Windows XP. Fedora 

Core 6 and Cisco Router. The test environment is shown in figure 3.17. All the devices 

are configured with I Pv4 addresses as shown. 
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Figure 3.17: Test Scenario 5- Tunneling in a LAN 
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The same router used in test scenario 2 is used here as well _5111d others are operational 

machines without any OS modifications. 

In the !SAT AP router it is required to create a tunnel interface and configure it \vith the 

I Pv6 prefix and point it to a tunnel source interface. Once the tunnel interface is 

enabled for 1Pv6 prefix advertising, any !SA TAP client that can be contactable with the 

router via the 1Pv4 network can get a valid 1Pv6 address automatically. The router 

configuration is shown in figure 3 .18. 

interface Iunnel1 
no ip addt•ess 

! 

no ip 1•edil•ects 
ipv6 add1•ess 2402 :D000:A2: :/64 eui-64 
ipv6 enable 
no ipv6 nd suppl•ess-I•a 
tunne 1 sou1•ce FastEthet•net0/0 
tunne 1 1110de ipv6 ip is a tap 

intet•face FastEthePnet0/0 

! 

ip addl:'ess 10.1.1.150 255.255.0.0 
dulllex auto 
speed auto 
ipv6 enable 

Figure 3.18: !SA TAP router configuration 

In tunnel interfaces router advisements for neighbor discovery are suppressed by 

default and with ··no ipv6 nd suppress-ra"" command it is enabled. Apart from the 

above configuration the router should be enabled for I Pv6 unicast routing. 

Generally in Windows XP most of the configurations can be done graphically with 

drag and drop. But when It comes to 1Pv6 it seems that hardly anything can be done 

graphically including assigning of an IP address. To make the Windows XP (and 

Windows 2003) PC to initiate ISA TAP router solicitation messages, it is required to 

use following command from the command line, after enabling for 1Pv6. This com-
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mand points the I SAT A P router from which the neighbor discovery advertisements are 

to be accepted and add the 1Pv6 address to the respective tunnel interface. 

netsh interface ipv6 isatap set router 10.1.1.1~0 

There is no vvay of assigning this tunnel IP permanently with the client machines. So if 

the !SA TAP server is not available then after a time out period (which is configurable) 

the Windows clients drop the tunnel IP. Anyway using a DNS ··A"" record or an entry 

in the .. host"" table can be used to point the !SAT AP router other than above manual 

configuration. 

After the kernel is patched (version 2.2 or later one is required) it is rather easy to 

configure Fedora host as an !SAT AP client. It is required to configure the interface as 

follows and switch it on. 

~l~~el add enD ~ode isa~ap ~ocal <in~erface =Pv4 address> v4any 

·.~s;:,rA? router IPv4 address> 

.n< set en:J up 

Cisco routers can not be made act as !SA TAP clients. It is required to manually add the 

I Pv6 addresses to the Interfaces. 

3.11 Test Scenario 6 - Tunneling in a WAN 

This is the last test setup and this is made to see the adaptability of !SA TAP tunneling 

protocol in the WAN environment. None of the branch-end routers do not support 1Pv6 

(both the dynamic memory and flash memory are not sufficient). One possible way is 

to create tunnels directly between the branch-end PCs and a core router at Head Oftice. 

The following test scenario shown in figure 3.19 simulates this situation. 
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Figure 3.19: Test Scenario 6- Tunneling in a WAN 

Tunneling works only between tv.o 1Pv6 nodes or dual stack nodes. Since ISATAP is 

point to multi-point tunneling mechanism. it is not possible to define tunnel end-point. 
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Assume that the above shown setup is working without any issues with l Pv4 where the 

PC can reach the Ethernet interface of the dual stack router (The I Pv4 configuration is 

not shown). Figure 3.20 shows the additional configuration needed to the dual stack 

router to create the tunnel with the remote PC. 
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Figure 3.20: Additional configuration required for the dual stack router 

The tunnel source command used in the configuration of an !SAT AP tunnel must point 

to a physical interface configured with an 1Pv4 address. The !Pv6 tunnel must be 

configured with EUI-64 address because the last 32 bits in the interface identifier are 

constructed using the !Pv4 tunnel source address. The PC must be either configured 

manually or as described in section 3 .I 0 or it should be pointed to a DNS server which 

can resolve !SAT AP router or it should have a host table entry pointing to !SAT AP 

router. 

3.12 Summary 

The 1 '' test scenario showed the impact of tunneling in a LAN concluding that it is 

required to avoid tunneling if it is not essential and the test on link local addresses 

concluded that the applications of link local addresses are very limited and probably 

restricted only to test 1Pv6 operation. Test scenario 3 showed the usage of global 

address space in an organization. Test on prefix advertising indicated the capabilities as 

\\ell as limitations of automated prefix adverting of the 1Pv6 address space. Next two 

tests basically involved with the tunneling in a LAN and a WAN environments respec

tively. The results of these tests were used as the basis for address space selection, 

decision of tunnel end points, the proper network equipment placement and 1Pv6 

deployment in the live environment. 
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