
8 Analysis and Discussion 

8.1 Analysis of the Methodology 

A set of cohesive tools that facilitate all major aspects of a comprehensive performance 

analysis was identified in order to achieve the research objectives. 

The tools such as MRTG were found to be of poor granularity to capture variation of all 

the resources of the servers within the time intervals less than 5 minutes. Top gives only a 

text based output, which is difficult to analyze without further tedious processing. 

RRDtool was found out to be a flexible and user-friendly tool for monitoring server 

resources in a better granularity than MRTG because the resolution of RRDtool is in 

seconds. The graphing facility of the RRDtool provides graphical output in contrast to the 

tools such as top. The graphs were updated by running a shell script and it could easily be 

automated using a cron job. 

Underlying protocol of the resource monitoring was SNMP and it is often the default 

choice in available resource monitoring tools including commercial tools. SNMP is a 

powerful protocol and it provides wide variety o( information of the systems even at 

process level. SNMP utilities such as net-snmp provide easy and quick ways to poll the 

server and obtain the information related to server resources. 

Performance testing of the system before deployment has not received sufficient 
• 

attention. Therefore, synthetic workload generation was not in concern. However, this 

research introduced HTTPerf and several Perl modules available freely on the web, as a 

very appropriate solution for this purpose. The biggest strength of this combination of 

tools is the ability to record real interaction between the clients and a server, and replay 

the interactions. Therefore the real environment is mimicked in the synthetic workload. 
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8.2 Analysis of the Test Results 

The findings from the test results discussed in Chapter 7 can be summarized as follows: 

For all the types of workloads such as Quiz sessions, Page views and especially when 

these workloads are simultaneously applied on the SUT, memory became the bottleneck. 

CPU and 1/0 were never a bottleneck. 

It was the memory utilization that showed direct correlation to the clients' interaction. 

Every communication between the client and the SUT was visible in the memory graphs. 

The SUT never became unavailable even when it was hosting 1000 concurrent users as in 

case 3 in Chapter 7. But the response time was in minutes (10 min) and that was an 

unacceptable level of response. Unless the response time from the point of view of the 

user was considered, this situation would not have been captured as a performance 

problem. It was only the swap utilization that showed a possible performance issue. 

However, as in case 4 (Figure 7-14), the swapping does not always imply an unacceptable 

response time at the client side. Therefore it is quite important to measure the response 

time at the client's end especially when multiple users are active on the server. This 

should be performed at least before deploying these ~es of systems by simulating users 

as in the process given in this study. 

Other than the memory bottleneck, it was obvious from the case 3, when 1000 concurrent 

users were active the TCP/IP stack of the server was also a bottleneck. Various timeouts 

in TCP connections causes long delays when the requested number of connections could 

not be handled by the server. This delay is experienced by the user as a performance issue 

in the web application. 

The network bandwidth provided between the client and the SUT was 100 Mbps and the 

network utilization never reached this amount. 
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