
6 Experimental Design 

The question of interest in the experiments in this study are 'how does the number, inter 

arrival time distributions and the type of sessions affect the resource utilization of the 

server and the response time seen at the client'. 

6.1 Outputs from the Experiments 

Resource utilization of the SUT is an important output so that resource monitoring is 

critical. SNMP MIBs of the test server given in Table 6-1 were polled remotely from a 

directly connected machine. 

Table 6-1: Resource monitor ing parameters and their meanings 

M IB Descript ion (based on Units 
/usr/shar c/snmp/mibs/UCD-SNMP-
MIB.txt) 

mernA vailSwap The amount of swap space currently unused 
or available kB 

mernA vailReal The amount of reaVphysical ~emory 
currently unused or available kB ·-

memTotalFree The total amount of memory free or available 
for use on this host. This value typically 
covers both real memory and swap space or 
virtual memory. kB 

memShared The total amount of real•or virtual memory 
currently allocated for use as shared memory. 
This object will not be implemented on hosts 
where the underlying operating system does 
not explicitly identify memory as specifically 
reserved for this purpose. kB 

mcmBuffer The total amount of real or virtual memory 
currently allocated for use as memory 
buffers.This object will not be implemented 
on hosts where the underlying operating 
system does not explicitly identify memory as 
specifically reserved for this purpose. kB 
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memCached The total amount of real or virtual memory 
currently allocated for use as cached memory. 
This object will not be implemented on hosts 
where the underlying operating system does 
not explicitly identify memory as specifically 
reserved for this purpose kB 

ssSwapln The average amount of memory swapped in 
from disk, calculated over the last minute 

ssSwapOut The average amount of memory swapped out 
to disk, calculated over the last minute 

ssiOSent The average amount of data written to disk or 
other block device, calculated over the last 
minute. This object has been deprecated in 
favour of'ssi0RawSent(57)', which can be 
used to calculate the same metric, but over 
any desired time period 

ssiOReceive The average amount of data read from disk or 
other block device, calculated over the last 
minute. This object has been deprecated in 
favour of 'ssiORawReceived(58)', which can 
be used to calculate the same metric, but over 
any desired time period kB 

ssCpuUser The percentage of CPU time spent processing 
user-level code, calculated over the last 
minute. This object has been deprecated in 
favour of'ssCpuRawUser(SO)';'>which can be 
used to calculate the same metric, but over 
any desired time period. 

ssCpuSystem The percentage of CPU time spent processing 
system-level code, calculated over the last 
minute. This object has been deprecated in 

c 

favour of'ssCpuRawSystem(52)', which can 
be used to calculate the same metric, but over 
any desired time period. 

ssCpuldle The percentage of processor time spent idle, 
calculated over the last minute. This object 
has been deprecated in favour of 
'ssCpuRawldle(53)', which can be used to 
calculate the same metric, but over any 
desired time period 

The major server resources in concern are CPU, Memory and 1/0. Due to the complexity 

of monitoring all the possible parameters, it was decided that a set of parameters to be 

selected such that major resources arc covered as listed in Table 6-1. ssSwapOut, 
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ssSwapln, ss!OSent, and ssiOReceived, represent 110 operations. ssCpuUser, 

ssCpuSystem, and ssCpuldle represent CPU utilization. memTotalFree, memShared, 

memCached, memBuffer, memAvai/Rea/ and memAvai!Swap are important as memory 

related parameters. Hence these few parameters were selected to suffice the scope of this 

research. 

Monitored data was stored in a Round Robin Database. According to [28] a Round Robin 

Database consists of a fixed number of data items and a pointer to the current element as 

shown in Figure 6-1 . 

Figure 6-1: Round Robin 
Database structure 

... 
Round Robin Archives (RRA) carry variables that store different data items. For each 

parameter being monitored a separate RRA was defined in the RRD. The number of 

elements of the RRA should be large enough to store the number of readings taken for 

each parameter. When all the elements of the rouhd are filled, the new data will replace 

the initially inserted values. This way the database does not grow indefinitely so that no 

additional maintenance is needed. 

RRDTool is a command line tool working on Unix environments, for manipulating 

RRDs. It provides facilities for creating, populating, and even calculating formula on data 

in the RRDs. It also provides graphing facilities. 

RRDTool allows the data item to be inserted into RRA, indexed by a timestamp. In 

RRDtool's terminology, step is the time duration between two data elements when the 

RRA is updated. Heartbeat is the timeout for receiving a data item. 
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Httperf output given below represents the client perceived performance parameters: 

• Number of initiated TCP connections 

• Number of requests sent 

• Number of replies received 

• Rate of initiating connections (as well as the initiation time per connection) 

• Maximum number of connections initiated simultaneously 

• Lifetime of the successful connections (time from the initiation till closing of 

connections on which at least one request was completed successfully) 

• Rate at which requests are issued 

• Average size of the HTTP requests 

• Response rate and the number of response rate samples collected at every 5 sec 

intervals. For better statistics HTTPerf recommends to have at least 30 samples so 

that tests are recommended to be run for more than 150 sec. 

• Response time between sending of the last byte of the request till receiving the 

first byte of response. 

• Response size 

• Number of replies having each HTTP status code range. 

• Number of times a connection failed due to client timeout. 

• Number of times a connection failed due to socket level timeout. 

• Number of times connection attempt failed due to server refusing 

• Number of times a connection failed due to server resetting 
t 

• Number of times HTTPerf went out of file descriptors (fd-unavail). This happens 

when client is overloaded. Also number of times the client's file descriptor table 

was full (ftab-full), Number of times the client run out of TCP port numbers 

(addrunavail), also number of other unknown errors with error numbers (other) 

Main client-perceived output is selected to be the reply time given as an output by 

HTTPerf. 
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6.2 Workload Configuration 

If the sources of variability are not properly controlled then the experimental bias may 

occur. Therefore, sources of variability had to be identified to improve the precision of 

results. Replication improves the confidence level of the results. 

The prime cause of the variations of the utilization must be the workload being applied. 

Hence the following control experiment was also conducted. 

Too many factors with too many levels cause complex experimental design. Therefore the 

configuration of the system is kept constant to figure out the effect of workload related 

factors. 

The default Apache configurations such as the followings were kept as they are; 

• Timeout (maximum time that the server waits for a client's response)- 120 s 

• KeepAlive (if persistent connections are supported) - On 

• MaxKeepAliveRequest (maximum number of requests per connection)- 100 

• KeepAliveTimeout (maximum allowable time between two requests over a 

persistent connection) - 15 s 

Input parameters of HTTPerf: " 
• hog: to use as many TCP connections as needed without limiting to the ephemeral 

ports that are 1024 through 5000. 

• num-calls: total number or requests to be issued on each connection. For this value 
• 

to be greater than l the server must support persistent connections. 

• num-conns: total number of connections to create 

• rate: the fixed rate at which the connections are created. 0 results in creating 

connections sequentially. 

• period: inter arrival time of sessions, this can be set to deterministic/exponential 

(Poisson)/ uniform distributions 

• timeout: the amount of time HTTPerf is willing to wait for a response from the 

server. 

• wsesslog: the session file and the number of times it should be run are given in 

this option 
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The following test cases were performed to identify the effect of workload parameters on 

response time. 

Case 1: A simple html file was requested. The system configurations were fixed and the 

workload configurations were changed according to Table 6-2. 

Table 6-2: wor kload configuration for case 1 

l§f§ble . Factor Level -1 Pe' ----
100i 

hog no 

nom-calls~ -- . -
@= 

rate 01 10001 
lnum-conns - 10. 1000 

All combinations of the above levels were tested and the 243 design with regression 

model was used for the experiment. 

The variation due to B is 81.4% and variation due to errors is 6.46% 

Case 2: Effect of number of replication on the variati(?n of result 

The same test mentioned in case 1 was run with I 0 replications. 

Percentage variation due to errors was 5.5% 

As far as Test 1 and Test 2 are concerned the reduction in effect of errors was not 

justifiable enough to run 10 replications compared to the computation cost incurred by 

that many replications. Therefore, three replications were decided to be enough for the an 

experiment. 

Case 3: This experiment was aimed at identifying a workload that gives stable outputs at 

all the replications of a simple test. 

Variances of the response times with respect to each test are as in Table 6-3. When the 

rate and the number of connections are large the response times were varying enormously 

among the 10 replications. Number of concurrent connections can be suspected to be 
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responsible for this huge variation. This is mainly due to the fact that the other parameters 

do not contribute to this variation in a major proportion. 

Table 6-3: Observations for case 3 

r Variance of 

hog 
yes 

Num-calls Rate Num-conn 
variance of Concurrent 
response time connections 

yes 

yes 

!yes 
yes 

----~-

~ - ---
s 

no 

no 
no 

Jno - - 1--
no 

no 

no 

no 

100 1000 

100 

100 

100 

1 

1 

1 

-
-
-

1000 

0 
0 

1000 

1000 

0 
--~-

1 _Q 
100 1000 

~ 

100 1000 

100 0 ---
100 0 

1 1000 

1 1000 

11 - 0 

11 0 

10 0.03 0 

1000 30.37 46.54 

10 0 0 ---

-- 6494~1 
1000 0 -

10 0 - - - -
1000 838.11 - - -

10 0 0 -
1000 0 0 

-· - -~ 

10 0.01 0 - - f-
1000 7.79 4 

10 0 ol 
1000 0 0 

10 0 0 
~ 

1000 693.33 10211 .8 -

10 0 
o] 1000 0 

... 

Case 4: Concurrency of connections Vs response time 
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Figure 6-2: Variation of the connection time with the number of connections with hog option. 
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Figure 6-3: Connection time and the number for connection errors with the number of 
concurrent connections when the hog option is disabled 

An HTTP request was applied on the web server emulating 1 000 simultaneous users over 
• 

1000 exclusive connections. This command was repeated l 00 times and the observations 

showed that the number of concurrent connections varied in all the 100 attempts. The 

connection times are shown in Figure 6-2 with the number of concurrent connections of 

each attempt. Almost all the attempts resulted in a concurrency less than 200. 

When the hog option was enabled there were no connection errors even for higher 

concurrencies such as 800 users. After about 200 concurrent connections the connection 

time keeps growing when the concurrency increases. This should be due to the buffering 

of connections when a large number of connection requests, is coming in for the server. 

Without hog option, the connections ended up in errors even when the concurrency was 

less than 200. 
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The responses are reliable when hog option is used so that hereafter all tests are run with 

hog option enabled. The number of concurrent connections varies in a large range when a 

large number of connections are requested at a larger rate. When the concurrency of 

connections changes, the connection times also change within the replications of the same 

workload. Therefore, the connection rate and number of connections should be 

maintained at a number lower than 200 in this case. 

6.3 Conclusions 

According to the above discussion hog option should be kept ON and three replications 

are enough for each experiment to improve the confidence level of the readings. 

Server configurations should be kept constant and only the type of workloads should be 

varied. Common workload parameters should be kept at values that incur less error as 

discussed above. 

SNMP MlBs selected from the list in Table 6-1 are ssSwapOut, ssSwapln, ssiOSent, 

ssiOReceived, ssCpuUser, ssCpuSystem, ssCpuldle, memTota!Free, mernShared, 

mernCached, memBuffer, memAvai/Real and mern.Avai/Swap because they cover major 

resources such as CPU, Memory and 10 utilizatioh sufficiently for the scope of this 

research. 
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