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2.1 Terminology 

When discussing distributed systems, there are a number of terms which are heavily 

used. It would be helpful to define some of these terms at the beginning of this thesis 

so that the reader has a good understanding before going in deeper. 

Distributed System - A set of processes that communicate by message passing and 

carry out some desired functions over a period of time [10] 

Fault Tolerance - The ability of a distributed system to recover from failures without 

performing incorrect actions. The system remains correct in spite of failures. [11 ] 

High Availability - A system that is designed for continuous operation in the event of 

a failure of one or more components. However, the system may display some 

degradation of service, but wi ll continue to perform correctly. The proportion of time 

during which the service is accessible with reasonable response times should be close 

to 100%. [11] 

High Assurance - Highly assured systems provide guarantees such as rapid restart of 

components or rapid rollover from failed components to healthy ones while 
.., 

continuing to provide services, and behaving correctly [10] 

Scalability- The ability of a system to continue to operate correctly even when it is 

scaled to a larger size. In the context of this project, the system should continue to 

operate correctly even when the system scales up or scales down. [1 OJ 

Recoverability - The system can repair itself after certain components have crashed. 

This can be generally done by restarting failed components. This is not the same as 

High Availability. [10] 

Replication - In a set of identical nodes that belong to a single group, changes in the 

state of a particular node wi II be reflected on the other nodes in the group. Server 

replication can refer to the replication of a server instance [11] 

Fail o~·er - Transfer of operation from a failed node to a similar, redundant node to 

ensure uninterrupted operation. This is generally transparent to the user. [11] 
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Reliable Process Group Architecture · This is an architecture where a process group 

is defined by a series of ''views" of its membership. All members sec the same 

sequence of view changes. A view change occurs when a member either joins the 

group, leaves the group, or is deemed to have left the group by the group 

membership service. Such an architecture is essential for providing high availability. 

[10] 

Cloud Computing - Cloud computing is a general term for anything that imolvcs 

delivering hosted services over the Internet. These services are broadly divided into 

three categories; lnfrastn1cturc-as-a-Scl"\ icc (IaaS), Platform-as-a-Service (PaaS) and 

Software-as-a-Service (SaaS). A cloud service has three distinct characteristics that 

differentiate it from traditional hosting. lt is sold on demand, it is clastic i.e., a user 

can have as much or as little of a service as they want at any given time, and the 

service is fu lly managed by the service provider. 

Web services- The World Wide Web Consortium (W3C) definition of Web services 

is "a software system designed to support interoperable Machine to Machine 

interaction over a network" [18). Birman specifies a Web service as "software 

components described via WSDL which arc capable of being accessed via standard 
... 

network protocols such as SOAP over HTTP." [10] 

Middleware - Software systems that s1t in the middle between end-user applications & 

the communication infrastructure for basic message passing and support for reliable 

channels. Axis2 is such a middleware system.· 

2.2 Theoretical Aspects 

ln this section, we will take a look at some of the theoretical aspects of process 

failures and some of the techniques employed to overcome these failures. 

2.2.1 Failure Detection 

Reliably detecting failures in an asynchronous set up is a theoretical impossibility 

[11 ]. This is mainly because we cannot set an upper bound on time in such and 
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environment. ln [19] Vogcls argues that we do not assume that some person is dead 

just because he docs not answer the phone, we will do some background investigation 

like asking his landlord or neighbors, checking whether the electricity & water is 

being consumed and so on. The point is, timeouts at the transport layer arc not always 

sufficient for failure detection. We can consult other data sources such as the 

Operating System where the process runs, use information about status of network 

routing nodes or can augment with application-specific solutions. In other words, 

some sort of external failure detection mechanism would generally provide better 

results. Anyway, this will not detect processes that seem to be UNSUSPECTED but 

are not working correctly. In other words, Byzantine failures cannot be detected (11 ] 

[10]. 

A robust Group Communication Framework can utilize these techniques to detect 

process failure with a higher degree of certainty which wil l suffice in al l practical 

situations. However, such a setup wi ll take longer to detect a failure due to the 

overhead involved [11 ]. Therefore, we may have to live with a trade off; Unreliable 

Failure Detectors. Such a failure detector will set the status of a process to 

SUSPECTED, if a heartbeat is not received from the process within a certain time 

interval. Also, if the process fails soon after sending the heartbeat. the failure detector 
... 

will still continue to classify the process as UNSUSPECTED. 

Failure detection models can be broadly classified as synchronous models and 

asynchronous models. 

1. Synchronous 

These can be viewed as extreme cases of the spectrum. The synchronous model makes 

several, often impractical, assumptions. The value of this model is that if a problem 

cannot be solved using this model, there is a high probability that the same problem 

cannot be solved in a more realistic environment. So we can figure out the 

impossibility results. 

1. Asynchronous 

The value of the asynchronous model is that it makes no assumptions on time. 

Furthermore. it is stripped d0\\11 and simple so that if something can be done well in 
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using this model, it can be solved at least as well in a more realistic environment. Thus 

we can detennine the best and most correct solutions using this model. ln the 

synchronous models, when some thing is said to be "impossible" it generally means 

that "it is not possible in all cases", hence is more mathematically correct. 

2.2.2 Overcoming Distributed System Failures 

The general approach for overcoming failures in a distributed system is to replace 

critical components with group of components that can each act on behalf of the 

original one . This is the approach we arc foliO\\ ing in the EC2 deployment. But the 

most difficult thing to accomplish in such a setup is keeping the states across the 

replicas consistent and getting all replica nodes to agree on the status. In fact, this is 

one of the major challenges we will be facing. and will need to investigate how 

different Group Communication Frameworks perform on EC2. 

Redundancy is the widely adopted technique when it comes to fault tolerance. In fact, 

it is not wrong to claim that the only known technique of achieving fault tolerance is 

redundancy. Redundancy in terms of hardware, software, time or information arc 

commonly used techniques. In this project, hardware and software redundancy will be 

employed. Multiple EC2 nodes correspond to separate hardware systems as well as 

multiple identical software instances. These multiple"' units can be employed for 

scalability, in which case, they will not be considered redundant. These units can also 

be used to achieve high availability and failover, in which case, some of the units can 

be considered redundant. In a fault tolerant system, critical components, critical data 
< 

& critical system state arc replicated for avai labi I ity . However, there needs to be 

proper coordination when it comes to replicating data & state. Server side replication 

introduces many complexities. In some setups, the client needs to be aware of the fact 

that there are several rep licas of the server and if a fai lure occurs, needs to direct its 

request to a different replica. Then again, how wi II the client know whether the 

original failed request was properly processed on the server before it crashed or not? 

The logical conclusion is to make these failures transparent to the client, and if a 

failure occurs, a replica will take over. Obviously, this transparency has its own 

overhead. In practice, we have found that it is not possible to make server side failures 

completely transparent to the client. In the current Axis2 implementation, after several 

retries, if the state cannot be replicated to all the member nodes on the server side, the 
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operation is aborted and an error is reponed to the client. The client is expected to 

retry when such an error occurs. ln this project implementation, we have redundancy 

at the load balancer level and will try to make failure as transparent as possible to the 

client, but when the primary load balancer fails the clients will recognize this failure 

and will have to retry. 

2.2.3 High Availability 

A highly available system remains operational during failure. Some of the components 

may have failed but the system will continue operate correctly even if there is a 

certain level of degradation in the quality of service provided. The system may be able 

to automatically heal itself by bringing into operation some other components that 

were kept standby. In such a system, the proportion of time during which the service 

is accessible with reasonable response times should be close to I 00%. The main 

challenge in developing such a system is the replication of data needed for the 

continued operation. The greater challenge is while enabling replication, also 

maintaining acceptable performance when the number of replicas increases. Indeed 

this is going to be a major challenge on EC2, especially when the replicas arc 

distributed across availability zones [7] on different regions. In most practical 

replication systems, Byzantine failures [11 ] have been ignored, since failure models ... 
for handling Byzantine failures arc quite costly, since 3t+ I processes and t+ I protocol 

runs are needed to reach consensus [11 ]. where t represents TODO. When a member 

IS not contactable, it is deemed to ha,·c crashed and when a message is delivered to a 

member, the member is trusted to behave correctly. [ II ). 

In the default Axis2 clustering implementation, when a state replication message is 

sent, if a single correct process delivers the message and this message is properly 

processed, the initiator will deem the replication successful. Else, the initiator will 

retry several times and finally abort and report a failure to the client. The system 

provides the strongest guarantees. However, this will have a major impact on 

performance when the system scales up, hence we will have to investigate whether 

other mechanisms with weaker but acceptable guarantees exist. 
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2.2.4 Group Membc•·ship Scrvicc(GMS) 

The GMS is an impo1iant component of a reliable process group architecture [tO] . 

Internally, the GMS runs a Group Membership Protocol (GMP). Ideally, a GMS will 

have just a small number of members. This set of nodes will tracks membership for a 

large number of system processes. A Group Communication Protocol (GCP) is used 

amongst these nodes. But in GMSs like Apache Tribes [9]. all nodes in the group 

become part of the GMS. The system membership list, which includes nodes which 

are not part of the GMS, is replicated list \\hich is managed by GMS members. When 

membership changes, this list is updated using multicast. Since multicast is not 

possible on EC2, we will have to implement a point-to-multipoint GMS. To move 

from one view (say view V 1) to another (say view V 2). the GMS requires explicit 

acknowledgment by a majority of the processes in the current view (i.e. view V IJ· A 

process group is defined by a series of views of its membership. All members sec the 

same sequence of view changes. Events such as node failures & new nodes joining the 

group arc notified by changing membership, which arc sent as view change messages. 

2.2.5 Data Replication Models 

Replication is the key to providing High Availability and Fault Tolerance. In this 

section we will look at some widely used replication r'ilodels. 

Passive Replication 
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Figure 3: Passive Replication 

This is also called primary-backup replication. The clients will communicate only 

with the primary. The primary executes the client requests and replicates the state 

changes to the backups. If the primary fails, a backup will take over the role of the 

primary. This is depicted in Figure 3. An election may take place to select the new 
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primary. The response to the client can be sent after all the backups have agreed with 

the change, or in order to improve performance, the primary can send periodic updates 

to the backups. ln the latter case, there is a possibility of data loss. This situation may 

be acceptable for some applications, or may be handled at an upper layer. ( 14] 

Active R eplication 

Figure 4: Multicast from client 

~ 
~ 
~ 

Figure 5: Replies from replicas 
... 

As shown in Figure 4, the clients sends a totally ordered multicast the request to the 

group of replica managers. Each of the replica manager's replies back to the client, as 

shown in Figure 5. The client can do a comparison and take the majority result as the . 
answer. In this model, Byzantine failures can be dealt with since the client can 

consider the majority result (1 1 ]. 

2.2.6 Virtual Synchrony 

According to the principles of virtual synchrony, all mu lticasts take place between 

view changes. All multicasts that are in transit take place before the view change 

comes into effect. In this model, all processes see a set of events in the same order. 

There are two types of events; messages sent to the group and membership changes 

[10]. There are many real-world systems that usc this model, and achieve extremely 

high performance. 
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2.2.7 Membership 

I. Static Membership 

In this scheme, only a defined set of members can be in a group. The GMS will detect 

members joining or leaving the group. External members cannot join the group. Each 

node may obtain the group member details from a central repository. 

2. Dynamic Membership 

In this scheme, the membership is not predefined. Members can join a group by 

specifying the appropriate group name, and also can leave the group. The GMS will 

detect new members joining or leaving the group. The group membership information 

may be obtained from the GMS. 

3. Hybrid Membership 

In this scheme, there is a set of well known members. We can consider these members 

as belonging to a static group. bternal members can join this group by notifying one 

of the well known members. These external members can then get the current group 

membership from this well known member. When new members join the group, the 

well known members will notify all other members."'\Vhen members leave the group, 

the GMS can detect this event. This project will implement such a scheme. 

2.2.8 Load Balancing 

One of the most common cases for using a process group is for the purpose of load 

balancing or scaling out [10]. The group members share the load thereby maintaining 

acceptable response times even when the system load increases. However, all 

members may not share the load equally. 

Several load balancing algorithms are employed in practice; 

1. Multicasting a client request to all members 

The client request is multicast to all members and they all process the request. 

The server functionality should be deterministic for all members to be in the 
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same state. This more a case of availability rather than scalability since every 

node will have to process every request. 

2. Client chooses the member to send the request to 
I8WW 
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The client is aware of the server side configuration and chooses a server to 

send the request to. This may not scale well since some clients may choose to 

invoke a particular node more often thereby overloading this node, while some 

other nodes may be idling. The client may also become more complex since it 

will have to implement a fail-over policy which it reissues a request if the 

original server node the request was sent to turns out to be faulty. 

3. Carry out the processing on one member and replicate the server state to the 

others 

This is the most widely used configuration in practice. Such a setup can 

support availability as well as scalability requirements. This is the default 

configuration used in Axis2 clustering. 

4. Sticky configuration 

... 
All requests of a particular client for a particular session are always sent to the 

same node. This can be implemented using a sticky session implementation. 

The client is expected to send back the session ID with each request, and the 

load balancer keeps track of the mappipg between the session ID and the node 

ID. This also may not be an effective load balancing mechanism since some 

clients may overwhelm their respective server side nodes, whereas some nodes 

may lie idle. However, managing the state for a particular client becomes mush 

simpler. 

2.2.9 Reliability & Web services 

According to Birman Web services Reliability standards do not talk about making 

services reliable, it defines rules for writing reliability requests down and attaching 

them to documents . In contrast, CORBA fault-tolerance standard tells how to make a 

CORBA service into a highly available clustered service [ 1 0]. In other words, this is a 

major shortcoming in the area of Web scf\.ices specifications. However, even though 
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high availability aspects have not been addressed, newer standards such as WS

RcliableMessaging take into account several aspects such retrying, in-order , at-most

once delivery, and persistence. 

2.2.10 Group Communication Frameworks (GCF) 

There arc several popular GCFs and GCF toolkits which abstract the complexities of 

reliable group communication. I lov.·ever. many of the existing GCF do not scale too 

well. Birman reports that JGroups [20], Ensemble (21] and Spread [22] can scale up to 

a maximum of 50 to 75 members. After this threshold, the performance of the protocol 

drops exponentially. Apache Tribes is very similar in architecture and functionality to 

JGroups, hence we suspect that the same limitations arc applicable. However, for most 

practical system, this limit is acceptable. However, the performance would be 

unacceptable for massively scalable systems. 

2.3 Amazon EC2 

2.3.1 Using EC2 

To use Amazon EC2; 

1. Create an Amazon Machine Image (AMI)., containing the 

libraries, data and associated configuration settings. Or usc prcconfigurcd, 

tcmplated images to get up and running immediately. 

2. Upload the AMI into Amazon S3. Amazon EC2 provides tools that make 

storing the AMI simple. Amazon S3 provides a safe. reliable and fast 

repository to store the AMis. 

3. Use Amazon EC2 web service to configure security and network access. 

4. Start, terminate, and monitor as many instances of the AMI as needed 

5. Pay only for the resources actua lly consumed (instance-hours or data transfer) 

A running instance could have 3 types of I P addresses; 

I. Private IP Address- Can be used only within an EC2 region 

2. Public IP Address: - Internet routablc lP address. Public IP Addresses arc no 

longer usable upon instance termination. 
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3. Elastic IP Address - Elastic IP Addresses are allocated to accounts and can be 
remapped to other instances when desired. 

2.3.2 Instance Types 

There are 3 types of EC2 instance types (6] 

Table 1: EC2 Instance Types 

One EC2 Compute Unit (ECU) provides the equivalent CPU capacity of a 1.0-1.2 
GHz 2007 Opteron or 2007 Xeon processor. Pricing is per instance-hour consumed 
for each instance type. A customer will select an instance type based on the computing 
power & storage required. 

2.3.3 Features for Building Failure Resilient Applications 

Recently Amazon announced two new features; Availability Zones & Elastic IP 
Addresses. which make it much more possible to and easier to build fault resilient 
applications. .., 

I. Availability Zones 

One of the key requirements of highly available & highly assured systems is that the 
application should be available despite the failure of a few components. Clustered 
deployments is one of the common solutions to address these requirements. It is also 
common for a cluster of nodes to be deployed at a single location such as a data 
center. What if this data center is destroyed by fire or floods? What if the entire data 
center looses power? How can we satisfy the availability guarantees in case of such a 
scenario? To ensure availability despite these catastrophic failures is that replicas of 
the application should be located on separate infrastructure and preferably on separate 
physical locations. 

Amazon has already thought about this and recently announced Availability Zones. 

The point of avai lability zones is the fo llowing: if we launch a server in zone A and a 
second server in zone B, then the probability that both go down at the same time due 
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to an external event is extremely small. This simple property allows us to construct 

highly reliable web services by placing servers into multiple zones such that the 

failure of one zone doesn't disrupt the service or at the very least, allows us to rapidly 

reconstruct the service in the second zone. Availability Zones allow the customer to 

specify in which location to launch a new EC2 instance. The world is divided up into 

Regions and a Region can hold multiple Availability Zones. These Zones are distinct 

locations within a region that arc engineered to be insulated from failures in other 

Availability Zones and provide inexpen~i' e, IO\\ latency network connecti\ ity to other 

Availability Zone~ in the same region. By launching instances in separate Availability 

Zones, applications can be protected from failure of a single location. Each 

availability zone runs on its own physically distinct, independent infrastructure, and is 

engineered to be highly reliable. Common points of failures like generators and 

cooling equipment are not shared across availability zones, and availability zones arc 

designed to be independent with failure modes like fires and flooding. 

For intra availability zone data transfers, there is no charge, whereas for intra

availability zone data transfers, there is a SO.Ol per GB in/out charge [1]. 

2. Elastic IP Addresses 

.., 
Elastic IP addresses are static lP addresses designed for dynamic cloud computing. 

Elastic IP addresses are associated with a customer account and allow the customer to 

do its own dynamic mapping of IP address to instance. Using this dynamic mapping, 

applications can remain reachable even in .the presence of failures. An Elastic [P 

address is associated with your account, not a particular instance, and you control that 

address until you choose to explicitly release it. Unlike traditional static IP addresses, 

however, Elastic IP addresses allow you to mask instance or availability zone failures 

by programmatically remapping your public lP addresses. to any instance associated 

with your account. However, if the Elastic lP address is used $0.01 per GB in/out will 

be charged [1]. Therefore, when communicating within an availability zone, it is 

always best to use the private IP. 

2.3.4 Data Transfer Charges 

[1] provides the data transfer charges. When nodes in the cluster are deployed on 

different availability zones within the same region, there is a charge of $0.01 per GB 
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in/out. If the availability zones arc in ditTcrcnt regions, then the normal Internet data 

transfer rates will be applicable. Hence when the cluster is deployed across multiple 

regions for higher fault tolerance there will be a higher charge. 

2.4 Giga Spaces 

GigaSpaces (23) provides a general purpose solution for running statcful applications 

on Amazon EC2 & tries to address several challenges that hinder performance and 

scalability. This application is also trying to address a similar problem; statcful 

applications that face particular challenges in horizontally scaling across a pool of 

machines. GigaSpaces can also scale up and down depending on load, but it is not 

clear from the literature how the scaling up or down is going to affect response times 

and throughput. It also provides a management interface of hosted applications cal led 

the GigaSpaces Management Center, which is similar to the cluster management 

Management Center fails. 

GigaSpaces is a proprietary application, where as Axis2 is open source. One of ttl 

drawbacks of writing an appl ication which is to be deployed on GigaSpaces is that the 

developer has to be aware of GigaSpaces and"' use the APis provided by them to 

develop the applications. Hence, there need to be some code changes if an application 

is to be migrated to GigaSpaccs. In the case of Axis2. the Web serYice deYelopcr is 

unaware of the clustering implementation and can simply deploy a service which was . 
developed in a clustering unaware manner on a cluster. If the developer has properly 

stored all the state information that needs to be replicated across the cluster, by 

placing it in the proper Axis2 context [5], the clustering framework will take care of 

replicating this state transparent to the users. 

[16) discusses about using GigaSpaces for Web Services. The manner in which state is 

maintained and replicated in quite different from the Axis2 programming and 

development model and also as mentioned earlier. the code will be tied with the 

GigaSpaces APls to a certain extent. One of the major differences when comparing 

Axis2 with GigaSpaces is that, Axis2 Web service authors do not have to be aware of 

the fact that the service is going to be deployed in a clustered environment. 
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