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ABSTRACT

Performance, Resource and Cost aware Virtual Machine Adaptation

Cloud Computing has increasingly become an attractive paradigm for computing during

recent years. In the current Infrastructure as a Service (IaaS) cloud landscape users

pay for statically con�gured Virtual Machine sizes irrespective of usage. Although the

auto-scaling features o�ered by current cloud providers enable cloud hosted applications

to dynamically scale the amount of resources allocated, the adopted con�gurations are

often sub-optimal owing to the lack of �exibility involved in resoure provisioning. This

results in higher costs and di�culty in meeting performance targets for clients.

It would be more favorable for users to consume (and be billed for) just the

right amount of resources necessary to satisfy the performance requirement of their

applications. Although prior work have suggested a variety of approaches to the

auto-scaling problem, the bene�ts of these approaches remain restricted to applications

that mainly depend on CPU and memory. The reason is partly due to cloud operators

not providing guarantees on resource types that are di�cult to partition such as IO and

networking performance in their typical VM o�erings (although specialized instances

for these types of resources are available).

We take a novel perspective in addressing this problem where we assume that the

cloud operator exposes a small, dynamic fraction (for security and privacy reasons)

of its infrastructure and the corresponding resource speci�cations and constraints to

each application. Assuming such a scenario we propose a dynamic VM recon�guration

scheme which comprises an Application Performance Model, a Cost Model and a

Recon�guration algorithm. The performance model helps estimate the performance

of an application given speci�c resources. The Cost model assigns a numerical cost

value to resource candidates made available to the application considering the lease

expense, recon�guration penalty and operating income. A recon�guration algorithm

assisted by the cost model makes optimal recon�guration decisions. Simulation results

for the RUBiS and �lebench-�leserver applications and the worldcup workload show

signi�cant cost savings can be achieved while meeting performance targets compared to

rule-based scaling systems.

Our proposed framework has the advantages of being simple, generic and

computationally e�cient. This framework is also attractive from a cloud operator's

perspective as it indirectly assists the operator with the problem of e�cient datacenter

utilization.

Keywords: Auto-scaling; Cloud Computing; Cost Model; IaaS Cloud;
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Chapter 1

INTRODUCTION

1.1 Cloud Computing

Cloud computing has become an attractive paradigm for computing in the recent

years. Cloud computing refers to the applications delivered as services over

the Internet and the hardware and systems software in the datacenters that

provide those services [1]. This model of computing o�ers numerous advantages,

some of the most attractive ones being no upfront investment, elasticity and

the pay-as-you-go model. It saves us the hassle of purchasing and maintaining

hardware and software for personal/enterprise use, and instead provides compute

capability as a utility.

There are three service models associated with cloud computing -

Infrastructure as a Service (IaaS), Platform as a Service (PaaS) and Software

as a Service (SaaS). IaaS provides computing infrastructure (physical or virtual

machines) and other resources such as storage and networking for lease. Major

providers of IaaS include Amazon EC2, Windows Azure, Rackspace and Google

Compute Engine. PaaS provides computing platforms which typically include

an operating system, programming environments and tools to build and deploy

applications, database, web server, etc. Major players in this market segment

include Windows Azure, Heroku, Google App Engine, Apache Stratos, etc. SaaS

provides access to application softwares often referred to as on-demand softwares.

In this case the client does not need to be concerned about installation, setup

and running of the application, which are done by the service provider and the

user simply uses the software and pays for it. Examples include Google Apps,

Microsoft O�ce 365 and SalesForce.

We concern ourselves with the IaaS service model. As mentioned above, in

the IaaS setting users of the cloud may request for compute and other resources,
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Figure 1.1: A few instance types o�ered by Amazon EC2.

for which they are billed based on usage. Figure 1.1 shows a few Virtual machine

(VM) instance types o�ered by Amazon EC2 [2].

A cloud computing infrastructure is a complex system with a large number

of shared resources and users. The cloud provider is faced with the challenge of

accomodating and managing the large number of its user VMs e�ectively and

e�ciently on its hardware. The user is faced with such problems as how to

determine the performance needs of his application, choose a particular VM size,

deal with applications sensitive to networking and IO performance, etc. We

discuss these challenges associated with resource provisioning in IaaS clouds next.

1.2 Resource Provisioning in the Cloud

In the current setting, users pay for statically con�gured VM sizes irrespective of

the actual resources consumed by the hosted application. This makes it necessary

for clients to choose a particular VM resource con�guration in advance, which also

requires a good understanding of the kind of workload to expect. As Figure 1.2

shows, underprovisioning leads to performance requirements not being met, and

overprovisioning leads to higher operating costs to the user. It is desirable for user

VMs to adapt based on actual performance needs. This bene�ts users because
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Figure 1.2: Overprovisioning and underprovisioning.

of the ability to meet performance needs at lower costs, as well as the provider

because of increased customer willingness to use the cloud.

Although cloud providers do provide scaling mechanisms to cope with

workload variations, these schemes are based on rules such as adding/removing

VMs based on resource utilization [3]. They provide limited �exibility to the

application in adapting di�erent resource con�gurations over time and often

produce suboptimal con�gurations.

Prior work have suggeted a variety of approaches to the auto-scaling problem

beyond rule-based systems [4]. However, the bene�ts of these approaches remain

restricted to applications that mainly depend on CPU and memory. The reason

is partly due to cloud operators not providing guarantees on resource types that

are di�cult to partition such as IO and networking performance in their typical

VM o�erings.

Another main drawback of statically con�gured VMs is that applications

co-located on the same hardware can have unpredictable impacts on each

other [5]. This is typically a problem for types of resources which are hard

to partition. As a result cloud providers are unable to provide guarantees for

IO and network resource availability to o�ered VM's. Although some providers

do provide specialized network/IO optimized instances with guaranteed discrete

levels of service such as low, moderate and high [2]. The availability of these

resources can vary over time depending on the applications running on the cloud.

This situation would be better if it were possible for users to request and for

providers to provide speci�c quantities of many types of resources.
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1.3 Problem Statement

Consider the scenario of a client application deployed in an IaaS (Infrastructure

as a Service) cloud. The client is interested in spending less for leasing resources

while making sure that the application performance requirements are met. This

requires the ability to accurately estimate resource requirements of an application,

and a framework to provision the required amount of resources dynamically over

time based on the workload.

The cloud being a highly dynamic environment with co-located applications

exerting unpredictable impact on each other, a signi�cant challenge involved is

the ability to provision required amount of resources along resource dimensions

that are hard to partition such as IO and networking performance. Furthermore,

any such scheme has to be mutually agreeable between the client as well as the

provider without con�icts of interest.

In summary, we attempt to enable an application deployed in an IaaS cloud to

consume just the right amount of resources to ful�ll its performance needs while

minimizing the cost of resources leased.

1.4 Contributions

We propose a novel dynamic resource recon�guration framework for cloud hosted

applications. The proposed scheme enables applications to meet performance

targets and maximize pro�ts while minimizing the cost of resources leased from

the cloud provider.

Prior approaches have looked at the resource scaling problem from the

perspectives of the user as well as the provider. User space solutions exist

such as scaling schemes driven by application performance models. Rule-based

scaling is a provider perspective solution where the provider determines resource

requirements and allocates VMs appropriately. We take a hybrid approach in

which the user and cloud operator both provide some information regarding the
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application and the cloud infrastructure respectively. This leads to a resource

provisioning scheme that is bene�cial to both the user and the provider.

Our speci�c contributions are as follows:

• We break away from prior approaches which limit themselves to the resource

management capabilities of current cloud providers, and consider a scenario

where the cloud provider makes available a relatively small pool of machines

as choices (VMs/PMs) to each client application hosted by the provider.

The main advantages of this scenario are:

� It provides applications the �exbility to adopt favorable con�gurations

along resource dimensions that are di�cult to partition (such as IO and

networking performance). This makes it possible for applications to

make more accurate scaling decisions and o�ers room for cost savings.

� It naturally exploits the co-hosted application interference problem in

shared resources to the bene�t of the client as well as the cloud vendor.

Instead of determining and controlling performance interference due to

co-located applications, the applications themselves �gure out which

of the vacant resource options are suitable to meet performance needs.

• Within this proposed framework, we propose a novel dynamic

recon�guration scheme for cloud hosted applications in an attempt to �ll

the gaps in prior work discussed in Section 1.1, which is comprised of the

following components:

� Application Performance Model

Predicts the performance of an application given the workload and

resources allocated to application.

� Cost Model

Assigns a numerical value to resource con�gurations considering

performance predictions, monetary costs and recon�guration penalties.

� Recon�guration Algorithm

Makes use of the cost model to make favorable scaling decisions.
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• The proposed framework is generic and o�ers the �exibility to plug in

speci�c choices of models for each of the components. We propose speci�c

choices of models for these components, including a novel analytical cost

model.

• We build a discrete event simulator and use it to validate our approach.

Simulation results of di�erent scenarios indicate that the proposed approach

o�ers signi�cant cost advantages while meeting application performance

requirements compared to scaling schemes currently used by cloud

providers.

1.5 Organization of the Thesis

The rest of the thesis is organized as follows. Chapter 2 reviews prior related work.

In Chapter 3 we describe the proposed approach. We evaluate our approach in

Chapter 4 - Section 4.1 describes the experimental setup, Section 4.2 describes

the simulation setup and performance results are discussed in Section 4.3. We

conclude and discuss future work in Chapter 5.
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Chapter 2

LITERATURE SURVEY

We set out with the goal of devising a resource provisioning and management

scheme that is desirable from both the client as well as cloud providers

perspective. We reviewed several related problems addressed by previous work,

as well as their approaches to the problem considered. Several ideas from these

prior work formed the basis of our work. We discuss these ideas under the

following major class of problems in an attempt to place our work in the context of

previous studies. In Section 2.1 we discuss literature on the Auto Scaling problem.

Sections 2.2 and 2.3 discuss the VM Placement and Application Placement

problems. In Section 2.4 we discuss prior work on Application Performance

Modeling. Section 2.5 describes cost models proposed in the literature. Finally,

in Section 2.6 we discuss relevant simulation tools.

2.1 Auto Scaling

The auto-scaling problem has been widely studied. Auto-scaling refers to

adding/removing resources to the operating pool of resources of an application

dynamically depending on the workload. These scaling actions can be of two

types; horizontal scaling : adding or removing a number of VM instances, and

vertical scaling : adding more resources (CPUs/memory) to existing VMs on the

�y, while they are running.

Approaches to auto-scaling dominantly fall under the following techniques:

Rule-based systems, Reinforcement Learning, Queueing Theory and Control

Theory. We give a brief overview of these techniques and discuss their pros

and cons in the following sections. A comprehensive review of these techniques

and related bibliography can be found in [4].
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2.1.1 Rule Based Systems

Rule based systems are the most intuitive approach to auto-scaling [6, 7, 8].

Scaling decisions are made based on a set of rules for scaling up and down. Rules

dictate adding or removing VMs based on a performance metric such as CPU load,

request rate or average response time. Scaling actions are controlled by upper

and lower thresholds, which correspond to scaling up and down respectively.

To prevent frequent recon�gurations and system instability inertia durations are

introduced during which scaling actions are forbidden. An example rule could

be something like If CPU utilization exceeds 90% throughout a duration of 100s

add a new VM. Further parameters have also been introduced for more �exibile

rule-based systems.

An apparent di�culty associated with these systems is choosing a good set of

parameters for a target application. However, usually adopted best practices are

useful [9].

Despite all the sophisticated techniques for auto-scaling proposed in the past

(which we discuss brie�y below), cloud providers dominantly use rule-based

autoscaling systems. The main reason being the simplicity and intuitive nature of

rule-based systems and the skepticism about these methods due to the unrealistic

models they employ and their lack of robustness [10].

2.1.2 Reinforcement Learning

Approaches to the auto-scaling problem based on reinforcement learning have

been quite common [11, 12, 13]. A Reinforcement Learning (RL) formulation

contains an intelligent agent that automatically learns from an environment.

The main elements of the RL framework are states, actions and rewards. The

agent interacts with the environment by applying an action and learning from the

reward (positive or negative) awarded by the environment. The agent chooses

actions based on a policy. The objective of the agent is to learn the optimal policy

to achieve maximum reward in the long run.
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